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1 Introduction  

1.1 Purpose of the document  

The main purpose of this document is to describe the consolidated design and the development of the e-Learning 
Services according to the specific implementations and requirements outlined in D5.1. It describes the open 
source components selected to support the VRC’s interactive exploration of EO data and guide them in adapting 
their workflows for new data sources. It aims to cover the full EO data lifecycle, from data access, data cleansing, 
exploration, and reproducibility to information dissemination. This document is the final version delivered by M18 
and was preceded by the intermediate version delivered in M14. 

 

1.2 Background 

Earth Observation (EO) sensors are currently generating huge amounts of data that is not easily integrated into 
the processing chains of the EVER-EST VRCs. To improve their usage, it is necessary to train the VRCs on the 
potential of these data flows and demonstrate their applicability for specific use cases. The design of the e-
Learning Service uses Web Notebooks as a way to develop interactive EO data applications that can utilise a large 
number of programming languages, in the form of executable documents organized in units. It covers EO data 
science computing techniques that will support the training and guide future data scientists to overcome the 
challenges of increasing EO data volumes and support their ability to validate, analyse, visualize, store and curate 
the information.  

 

1.3 Document structure 

This introductory chapter aims to provide key information to readers that do not belong to the EVER-EST technical 
team in order to give context and placement for this document in the WP5 activities. For a more general 
perspective the reading of D5.1 is recommended.  

Chapter 2 addresses the general scope behind the e-learning services, their relation to the EVER-EST 
infrastructures and targeted use cases.  

Chapter 3 addresses the main components of the e-Learning Services giving special consideration to the use of the 
Cloud Platform Data Agency to connect to external EO data storages together with Jupyter components and Data 
Cubes. 

Chapter 4 addresses deployment approaches and scalability features for the Notebooks and Data Cubes 
considering the use of Docker containers.  

Chapter 5 illustrates the e-learning services implemented for this version. 
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2 Earth Science e-Learning Services 

2.1 Scope 

The new generation of in-situ and space Earth Observation sensors are currently generating huge amounts of data 
not easily integrated into processing chains outside the ground segments of space agencies and very large 
institutions. The use of this data for e-Learning Services is limited to some downloaded scenes and, due to the lack 
of computing power and storage capacity to explore these new data flows, it needs several processing steps to be 
carried out before the data is in a usable form. To overcome this limitation, the EVER-EST e-Learning Services main 
requirement is to allow the development and deployment of virtual laboratories that allow the VRCs to explore 
and execute the e-learning modules. These units will contain data resources, execution code, software libraries 
and documentation, and will empower the communities to explore the potential of EO data on their existing and 
future workflows.  

 

 
Figure 1 – Scope of the e-Learning Service, Components and respective Use Cases 

 

The approach followed in EVER-EST takes advantage of the latest developments in Information and 
Communication Technology (ICT). It facilitates the handling of large volumes of data and service creation and, 
most importantly, focuses on moving the processing to where the data is located, together with new data 
exploitation capabilities. The availability of large data holdings accessible directly from web applications provides 
wider and easier access to EO data and increases software sharing and data dissemination capabilities by 
empowering the end users with relevant technologies. By delivering infrastructure, platform or software as a 
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service it is possible to support and optimise the use of VRE ICT resources using load balancing and provisioning. 
The EVER-EST Cloud Platform (Figure 1) provides virtual machines on-demand from the ICT resources available at 
the PSNC infrastructure. These are customised for explicit e-learning tasks and provisioned to build virtual 
laboratories that support users to seamlessly run the courses and their respective modules. The necessary 
prerequisites are bundled in the preconfigured VM with all the required software and data connectivity 
capabilities. 

The scope of the activity described in this document is to improve the EO data access in e-learning services using 
two unifying technologies: Data Cubes and Web Notebooks. Data Cubes are an effective way to store and access 
multi-dimensional arrays of values, commonly used to describe a time series of data. For interactively exploring 
data in a data cube, web notebooks allow the online executable presentation of research results immediately 
reproduced, validated and possibly extendable by others. By using these two technologies the objective is to 
develop EO e-learning services with rich exploratory data analysis functionality that takes full advantage of the 
ever-increasing volume of EO information. 

 

2.2 Operational scenarios 

This section describes the operational platform scenarios as:  
● Administrator of e-learning services 
● Developer of e-learning modules 
● Manager of e-learning courses 
● Participant of e-learning courses 

 

2.2.1 Administrator of e-learning services 

This scenario supports an Administrator in setting-up the access to the data holdings necessary in creating Data 
Cubes and the management of the resources allocation to users (Figure 2). 

The Service Administrator activities are focused on the Data Agency components, catalogue and data gateway, 
and on cloud management activities. The latter concerns activities like the configuration and monitoring of VMs, 
deploying the necessary application packages and managing all the authorization layers and access roles. The Data 
Agency components deal with the preparation of activities to manage data requests. The catalogue component 
discovers the necessary data and the data gateway component facilitates the access to the requested data and 
manages the different data policies and data flow optimization. Both components of the Data Agency will be 
described further in Chapter 3. 

 

 
Figure 2 – e-Learning service administrator use case 
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2.2.2 Developer of e-learning modules 

This scenario supports a Developer in defining an e-learning module including the data holdings selection and 
validation activity (Figure 3). 

 
Figure 3 – e-Learning service module developer use case 

 

The Module Developer activities are focused on the development activities and Data Agency components, 
catalogue and data gateway. The latter will guide the developer in assessing the necessary data and to define the 
data requirements of the application. The development activities include several activities such as the request of 
the data buckets, develop the actual code that will run the application and the validation procedures and will be 
supported by the VM resources and the Cloud Controller. The developer’s dashboard will enable the developer to 
check the status, deploy or stop the different VM resources used to develop the Notebooks and Data Cube 
applications. Both these components will be described further in Chapter 3.  

 

2.2.3 Manager of e-learning courses  

This scenario supports a Manager in setting-up an e-learning course including the definition of the course modules 
and assignment of participants. It also includes the task to assess the participant's feedback on the course 
contents and value (Figure 4). 

The Course Manager activities include the selection and allocation of the VM resources using the Cloud Controller 
and, through the developer’s dashboard, to check the status, deploy or stop the different VM resources used to 
develop the Notebooks and Data Cube applications. The Course Manager will also be able to collect inputs from 
the Course Participants and assess the course potential and improvement paths.  

 
Figure 4 – e-Learning module manager use case 
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2.2.4 Participant of e-learning courses 

This scenario supports a Participant to attend an e-learning course, including the access to data holdings and the 
capability to interactively execute, test the code, provide feedback and suggestions (Figure 5). 

 
Figure 5 - e-Learning course participant use case 

 

The participant will be able to discover the available e-Learning Service modules and interactively execute the 
Web Notebooks and the required Data Cubes. The Course Participant will also be able to provide feedback and 
suggestion on the course contents.  
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3 Components 

3.1 Overview 

While EO datasets are becoming more available, some technical challenges still remain to efficiently store, curate 
and serve such datasets. Furthermore, as applications increasingly need multiple data sources with different types 
of dissemination and exploitation policies, users and developers need support to integrate them. Data discovery, 
access and integration can be achieved in multiple ways and selecting a proper technology largely depends on the 
exploitation goals of data repositories and catalogues. To overcome these challenges the EVER-EST e-Learning 
Service uses a data management capabilities for fast indexing of dataset metadata document brought together by 
the Data Agency to support two core technologies: Data Cubes1 and Web Notebooks2. The use of these 
technologies supports easy integration of EO data and provides the capability to deliver a complete set of analysis 
tools for the e-Learning modules available for the final user. Their web context and the provision of services from 
both components allow participants to interactively execute the courses. 

 

 
Figure 6 - e-Learning Service Architectural Diagram: from Server to Application 

 

In this section both components are described and assessed together with their potential to fully support the EO 
data life cycle from data access, data cleansing, exploration, and reproducibility to information dissemination. E-
learning services must provide common capabilities that allow users to perform data operations like 
processing/re-processing, projection, visualization or analysis. In addition, they must be able to train users for 
each phase of their research activities, providing, for instance the capability to search data, or extract single 
parameters or combine products from remote repositories. For this reason, the e-learning module must interface 
with data management tools that offer easy and seamless access to all relevant repository search and data 
retrieval operations allowing extraction and distribution of single parameters or combined products on demand. 
To facilitate this the Jupyter Notebooks will take advantage of EO toolboxes (e.g. GDAL3, SNAP4), access data in 
HDFS, Docker data buckets and Data Cubes running on top of a Cloud based cluster as shown in Figure 6. 

 

                                                           
1
 http://www.datacube.org.au/ 

2
 http://jupyter.org/ 

3
 GDAL is an open source translator library for raster and vector geospatial data formats - http://www.gdal.org/ 

4
 SNAP is the common software platform of the Sentinel Toolboxes - http://step.esa.int/main/toolboxes/snap/ 
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3.2 Data Agency 

The Data Agency is a set of components providing services that facilitate data flow (discovery and access). It is in 
charge of managing the data access in compliance with data provider policy and includes the data preparation 
features that will increase the internal data throughput, avoiding bottlenecks by staging the data for the tasked 
processes. The service facilitates the discovery and access by exposing a data pipeline service that supports and 
enables scientific applications to exploit distributed processing capabilities with fast and efficient multi-source 
geo-data casting. It also allows users to integrate the new volumes of geo-data in data-intensive applications and 
"Big Data" frameworks to define new Earth Science services. 

 

 
Figure 7 - Data Agency services for facilitating the data flow to applications 

 

The Data Agency was developed in past EC projects (e.g. GENESI-DEC, GEOWOW) and operational deployments in 
the European Space Agency's projects (e.g G-POD, GeoHazard TEP, Hydro TEP).  

 

3.2.1 Data catalogue 

The Data Agency includes a catalogue to store dataset metadata and perform complex queries. The catalogue 
provides a search engine capable of dealing with different types of queries (geographic, temporal, textual or 
numeric) and a distributed OpenSearch interface with diverse metadata search capabilities together with online 
access points with multiple access protocols. It provides a framework to support easy discovery of EO data 
(remote sensing and in-situ) using best practices for search services defined by the CEOS (Committee on Earth 
Observation Satellites)5 that allow standardized and harmonized access to metadata and data of world’s satellite 
Earth observation data providers. 

The OpenSearch Geo6, Time and Earth Observation7 Extensions (edited by Terradue for the OGC to ESA 
requirements) add a very simple way to configure OpenSearch for spatial and temporal queries over distributed 
repositories with contents having geographic and time properties, and for syndication of these search results in 
one large index. EO products are differentiated by parameters such as the date of acquisition and the image 
footprint as well as characteristics pertaining to the type of sensor, the type of platform, the applied processing 

                                                           
5
 http://ceos.org/ourwork/workinggroups/wgiss/access/opensearch/ 

6
 http://www.opengeospatial.org/standards/opensearchgeo 

7
 http://docs.opengeospatial.org/is/13-026r8/13-026r8.html 
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chain, and more. The Data Agency identifies the metadata elements that enable the description of general EO 
products. The support of EO OpenSearch Extension also allows the specialisations for specific thematic classes of 
EO products, such as optical, radar, atmospheric, altimetry, limb-looking and systematic/synthesized EO products 
and also includes support for the INSPIRE directive.  

The Data Agency Catalogue is able to store and query the EO product metadata in indexes and provides an 
interface for searching the dataset in a catalogue via an OpenSearch interface according to a data model. The Data 
Hoovers are plugins specially designed to harvest individual systems and abstract a data source to a common HTTP 
interface that the data gateway understands. It organizes datasets (files) from the remote source to an organized 
file system following a defined layout. For instance, most of the data hovers accessing EO data organize the data 
according to the mission, the product type and the date. The data gateway can then query any remote data source 
via its data hoover and access the files in a common way removing the complexity of the data source 
heterogeneity from the data gateway that only focus on the fast data access path, files caching and access control. 
The Catalogue component is able to store and query the EO metadata of these products in indexes and provides 
an interface for searching the dataset in a catalogue via an OpenSearch interface according to a data model. For 
dataset ingestion, it transforms the metadata feed from indexed JSON documents. For dataset querying, it exploits 
the search engine to retrieve the documents in JSON and transforms them in a metadata feed. The transformation 
and query semantics are defined through plug-ins enabling several metadata models and feed formats. It uses 
Elasticsearch8, a search server based on Lucene9 that provides a distributed, multitenant-capable full-text search 
engine with a REST interface and schema-free JSON documents. With the capability to provide multiple output 
encodings the Data Agency Catalogue allows the support of specific application profiles (AP) for DCAT like DCAT-
AP and its extension for describing geospatial datasets, dataset series, and services (GeoDCAT-AP). 

 

3.2.2 Data gateway 

The Data Agency also contains a set of components, called Data Gateway, which provides services to facilitate 
data access. This component exposes a data pipeline service that provides the best way to deliver data to the user 
by finding the best location according to parameters such as the processing service and location. Depending to the 
specific data partnership, data is provided directly from the platform infrastructure (mirror) or by re-routing the 
user directly to the data provider facility (Figure 7). 

The Data Gateway functions as a data-as-a-service platform that is used to resolve the best location and provide 
access to the data based on a set of rules. The rule-based mechanism manages the data partnership, access 
policies and data processing scenario. This approach allows an evolution of data resource targets and ensures the 
long-term availability of the current and existing data resources as well as the addition of new ones. The general 
approach for the evolution of the data resources is based on the development or configuration of the Data Agency 
and Data Gateway platform components. The development may include new metadata harvesters, correlation 
functions for advanced searches (e.g. cloud coverage for optical data) or data access functions.  

 

3.2.3 Data storing 

To ensure that all the e-Learning Service data requirements are addressed, the EO data source is directly 
provisioned from the Data Gateway using those tools and systematically archived on the PSNC storage by 
implementing three methods connecting data providers: 

● Remote access either by user redirection or by piping the data request download; 

                                                           
8
 Elasticsearch is a search engine that provides a distributed, multitenant-capable full-text search engine with an HTTP web 

interface and schema-free JSON documents - https://www.elastic.co/ 
9
 Apache Lucene is a free and open-source information retrieval software library - http://lucene.apache.org/ 
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● Caching the data resource on PSNC storage for a defined retention time; 
● Mirroring the data resource on PSNC storage for an undefined time limit. 

 

When applied, the data mirroring occurs to all product types that are fetched and cached in the infrastructure 
with adjustable time window and caching policy. A Data Agent, providing all the systematic storing coordinates the 
data access and automatic data flow, is in charge of monitoring data sources for new datasets and also for 
periodically harvesting the external catalogues and data sources. All new datasets are automatically ingested in 
the catalogue together with their location.  

To read/write data concurrently from a cloud application, technologies such as Amazon AWS’ Elastic Block Storage 
(EBS) disk attached to an EC2 instance are a possible solution that can be configured directly from the Platform 
Cloud Controller. To simply store persistent data on the EVER-EST infrastructure, the PSNC Cloud storage uses S310 
and data access occurs via a client tool such as s3cmd. Applications can make use of the client tool from their own 
premises, or from a Virtual Machine instance. Nevertheless, S3 does not allow random access to files and it never 
adds partial objects to the storage space (a success response of a S3 operation means that the entire object was 
added to the S3 bucket), and does not provide object locking. Also if multiple write requests are received for the 
same object simultaneously, only the last object written will persist. As such, the s3cmd client is a command line 
tool available to users for uploading, retrieving and managing data on the PSNC cloud storage. This tool is best 
suited for power users who are familiar with command line programs, and for batch scripts and automated 
backups, but its complexity should be hidden within an e-Learning Module. 

The Developer Cloud Sandboxes service on the Platform is also making use of the Hadoop Distributed File System 
(HDFS). Each Hadoop Sandbox comes with a HDFS partition (typically 25 GB) complementing the classic local file 
system (also sized to 25 GB by default). This setting is the unit processing space at simulation level, that will 
aggregate and scale within a cluster. The Application Workflow outputs that need to persist from one processing 
step to the other (from one job to another) must publish to the HDFS partition, so that the next operation in the 
Directed Acyclic Graph (DAG) can be assigned its input by Hadoop, tapping into the stack of HDFS data to be 
processed until all have been consumed. Standard operations on HDFS are using the ‘Hadoop dfs’ utility and the 
Developer uses the Hadoop Sandbox API that provides the ‘ciop-publish’ and ‘ciop-copy’ wrappers on top of the 
Hadoop dfs utility, in order to handle these automated data management functions within a Hadoop workflow. 
When considered over a cluster of worker machines, each having a HDFS partition provisioned from the Hadoop 
Sandbox template, it delivers ‘data locality’ for a worker, where Hadoop will send the next processing unit (hence 
moving code to the data). The most important element of this approach is the appropriate management of the 
standard output (stdout) of each Hadoop task in order to pass them correctly as inputs to subsequent Hadoop 
tasks. 

 

3.3 Web notebooks  

The e-learning service delivers a web application that allow platform users to create and share documents that 
contain live code, equations, visualizations and explanatory text. The typical uses for such documents include: data 
cleaning and transformation, numerical simulation, statistical modelling and machine learning. 

The Jupyter Notebook is an interactive computing environment that enables users to author notebook documents 
that include: live code, interactive widgets, plots, narrative text, equations, images and video. The Jupyter 
Notebook provides a complete and self-contained record of a computation that can be converted into various 
formats and shared with others. It combines three components:  

                                                           
10

 S3 is a set of web services interfaces developed by Amazon to store and retrieve data. It is becoming a de-facto standard in 
Cloud systems for data access - http://docs.aws.amazon.com/AmazonS3/latest/dev/Welcome.html 
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1. The Jupyter Notebook web application: An interactive web application for writing and running code 
interactively and authoring notebook documents. 

2. The Jupyter Kernel: Separate processes started by the notebook web application that runs users’ code in a 
given language and returns output back to the notebook web application. The kernel also handles things 
like computations for interactive widgets, tab completion and introspection. 

3. The Jupyter Notebook documents: Self-contained documents that contain a representation of all content 
visible in the notebook web application, including inputs and outputs of the computations, narrative text, 
equations, images, and rich media representations of objects. Each notebook document has its own 
kernel. 

The Notebook web application stores the code, executes it and displays its output together with Markdown11 
notes, in an editable document. When saved, the result is sent from the browser to the notebook server by 
HTTP(S), which saves it on disk as a JSON file with a “.ipynb” extension (Figure 8). The web application, not the 
kernel, is responsible for saving and loading notebooks, so it is possible to edit notebooks even if the kernel for 
that language is not available. The kernel is not aware of the notebook document itself as it only gets cells of code 
to execute when the user runs them. 

 

 
Figure 8 - Displaying a Notebook file in the browser  

 

3.3.1 Jupyter notebook web application 

The Jupyter notebook web application is a GUI with IDE capabilities offering a powerful 'scratchpad' paradigm for 
the creation and management of live computational documents with rich media representations. Users can 
execute blocks of code (provided as a kernel) in the browser with automatic syntax highlighting, indentation and 
tab completion/introspection. First and foremost, the web application is an interactive environment for writing 
and running code directly in an associated kernel. For, example the code below will display as in shown in Figure 9: 

a = 10 
print(a) 

                                                           
11

 Markdown is a lightweight markup language with plain text formatting syntax designed so that it can be converted to HTML 

and many other formats - https://daringfireball.net/projects/markdown/ 
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Figure 9 - Simple interactive example in Jupyter Notebooks 

 

In a code cell it is possible to edit and write new code with full syntax highlighting and tab completion. By default 
the language associated to a code cell is Python but, depending on the kernel, other languages such as Julia and R 
can also be handled interactively. When a code cell is executed, its code is sent to the kernel associated with the 
notebook and the results that are returned from this computation are displayed in the notebook as the cell’s 
output. The output is not limited to text with many other forms of output also possible.  

The results of the computation are attached to the code that generated them as rich media representations, such 
as HTML, LaTeX12, PNG, SVG, PDF, etc. Besides these rich media representations, users can create and use 
interactive JavaScript widgets, which bind interactive user interface controls and visualizations to reactive kernel 
side computations. Alongside the code, users can keep notes and other text by changing the style of a Notebook 
cell from "Code" to "Markdown". The notes can be organized in a hierarchical structure with different levels of 
headings and authored as narrative text using the Markdown mark-up language. 

The Notebook dashboard is the home page and its main purpose is to display the notebooks and files in the 
current directory. Notebooks and files can be uploaded to the current directory by dragging a notebook file onto 
the notebook list. The notebook list shows green “Running” text and a green notebook icon next to running 
notebooks (as mentioned below). Notebooks remain running until explicitly shut down; closing the notebook page 
is not sufficient. There are an array of controls to shutdown, delete, duplicate or rename a notebook that will 
appear at the top of the notebook list that also provide the operations on directories and files when applicable. 
The main features of the web application can be summarized as: 

● In-browser code editing, with automatic syntax highlighting, indentation, together with tab completion 
and introspection; 

● Code executing from the browser, with the results of computations attached to the code which generated 
them; 

● Displaying the result of computation using rich media representations including publication-quality figures 
rendered by the matplotlib library that can be included inline; 

● In-browser editing for rich text using the Markdown mark-up language, which can provide commentary for 
the code, is not limited to plain text; 

● The ability to easily include mathematical notation within Markdown cells using LaTeX, and rendered 
natively by MathJax. 
 

3.3.2 Kernels 

The Jupyter notebook allows code to be run in a range of different programming languages through Jupyter’s 
kernel and messaging architecture. The web application starts a kernel that runs the code for each notebook 
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 LaTeX is a document preparation system for high-quality typesetting. It is most often used for medium-to-large technical or 

scientific documents but it can be used for almost any form of publishing - https://www.latex-project.org/about/ 
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document that a user opens. Kernels are programming language specific processes that run independently and 
interact with the Jupyter applications and their user interfaces. Each kernel is capable of running code in a single 
programming language and there are kernels available in several languages. The “Kernel Zero” is IPython that 
comes as a dependency of Jupyter. The IPython kernel can be thought of as the reference implementation but the 
number of kernels supported by Jupyter is growing with other languages such as Julia, R, Ruby, Haskell, Scala, 
Node.js and Go13 also now available. The notebook provides a simple way for users to pick which of the kernels is 
used for a given notebook. 

The notebook web server is written in Python and allows server extensions to be written as Python modules. 
Several popular data science Python libraries are already available such as NumPy, SciPy, Matplotlib, Pandas and 
Statsmodels as well as other more advanced libraries including: 

● Scikit-learn contains simple and efficient tools for data mining and data analysis, and it implements a wide 
variety of machine learning algorithms and processes to conduct advanced analytics; 

● Statsmodels allows users to explore data, estimate statistical models, and perform statistical tests with an 
extensive list of descriptive statistics, statistical tests, plotting functions, and result statistics are available 
for different types of data and each estimator; 

● NLTK allows the development of programs to work with human language data. It provides easy-to-use 
interfaces to over 50 corpora and lexical resources such as WordNet, along with a suite of text processing 
libraries for classification, tokenization, stemming, tagging, parsing, and semantic reasoning, and an active 
discussion forum. 
 

3.3.3 Jupyter notebook documents 

As described in the previous sections, Jupyter notebook documents contain the inputs and outputs of an 
interactive session as well as narrative text that support the code but are not meant for execution. Rich output 
generated by running code, including HTML, images, video, and plots, is embedded in the notebook, which makes 
it a complete and self-contained record of a computation. The notebook documents are formatted as JSON data 
with binary values in “base64”. This allows the Jupyter notebook documents to be read and manipulated 
programmatically by any programming language and, because JSON is a text format, notebook documents are 
version control friendly (i.e. allows tools like git or svn to identify precise code changes). 

Jupyter notebook documents consist of a linear sequence of cells. There are four basic cell types: 
● Code cells: Input and output of live code that is run in the kernel; 
● Markdown cells: Narrative text; 
● Heading cells: 6 levels of hierarchical organization and formatting; 
● Raw cells: Output text that is included, without modification. 

The Markdown cells are used to document the computational process in a literate way, alternating descriptive text 
with code, using rich text. The Markdown language provides a simple way to perform this text mark-up, that is, to 
specify which parts of the text should be emphasized (italics), bold, form lists, etc. When a Markdown cell is 
executed, the code is converted into the corresponding formatted rich text. Markdown allows arbitrary HTML 
code for formatting. Within Markdown cells, it is possible to include mathematics in a straightforward way, using 
standard LaTeX notation that are automatically rendered in the HTML output as equations with high quality 
typography. Raw cells provide a place in which the output is written directly and are not evaluated by the 
notebook. 
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 A complete list of the supported kernels is available at  
https://github.com/ipython/ipython/wiki/IPython-kernels-for-other-languages  
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Jupyter notebook documents available from a public URL or on GitHub can be shared via the nbviewer service. 
This service loads the Jupyter notebook document and renders it as a static web page. The resulting web page may 
thus be shared with other users without the need to install the Jupyter Notebook. 

The Nbconvert tool in Jupyter converts notebook files to other formats, such as HTML, LaTeX, or 
reStructuredText14. As shown in Figure 10, this conversion goes through a series of steps where pre-processors 
modify the notebook in memory (by running the code in the notebook and updating the output), an exporter 
converts the notebook to another file format using templates and post-processors work on the export file. The 
nbviewer website uses this tool with the HTML exporter. When given a URL, it fetches the notebook from that 
URL, converts it to HTML, and serves the HTML back to the user.  

 

 
Figure 10 - Converting a notebook to other output formats  

 

3.4 Data cube 

To support the EVER-EST e-Learning Services effectively it is necessary to improve the collaborative approach for 
storing, organising and analysing the vast quantities of satellite imagery and other Earth Observations with new 
functionalities to create EO data cubes products on-demand. A Data Cube (or datacube) is a multidimensional 
array of values, commonly used to describe a time series of image data (Figure 11). The Data Cube is used to 
represent data along some measure of interest. Even though it is called a “cube”, it can be 2-dimensional, 3-
dimensional, or higher dimensional. Every dimension represents a new attribute in the database and the cells in 
the cube represent the measure of interest in different temporal and spectral dimensions. Data Cubes include a 
series of structures and tools that calibrate and standardise datasets, enabling the application of time series and 
the rapid development of quantitative information products. By calibrating the information, Data Cubes make it 
more accessible, easier to analyse, and reduce the overall cost for pilot application and users. The Data Cube is a 
system designed to: 

● Catalogue large amounts of Earth Observation data; 
● Provide a Python based API for high performance querying and data access; 
● Give scientists and other users the ability to easily perform Exploratory Data Analysis (e.g. combining 

multi-sensor data on the same reference grid and pixel size); 
● Allow scalable continent scale processing of the stored data; 
● Track the provenance of all the contained data to allow for quality control and updates. 
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 reStructuredText is an easy-to-read, what-you-see-is-what-you-get plaintext markup syntax and parser system  
http://docutils.sourceforge.net/rst.html 
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Figure 11 - Earth Observation Data Cubes 

 

The EVER-EST Service Developer is provided with a virtual machine (VM) containing the open source Australian 
Geoscience Data Cube (AGDC) software package. Supported by the Data Agency, this VM is able to instantiate new 
Data Cubes in the Cloud Platform according to the needs of the e-Learning Modules. This allows the provision of 
Data Cubes directly to the modules and removes from the course the complexities regarding data discovery and 
data access. The deployed Data Cubes can then be directly accessed from Jupyter Notebooks with APIs to perform 
basic data queries and analysis. For example, Figure 12 shows how to access the data from the Data Cube using 
the load function from the associated library. The load function takes as argument the product to access, the 
spatial and temporal extent to define the exact partition of the Data Cube that is requested. 

 

 
Figure 12 - Loading data from the Data Cube in Jupyter 

 

The returned data is an array object (e.g. xarray.Dataset) which is a labelled n-dimensional array wrapping a 
NumPy array. NumPy is Python Language main object representing homogeneous multidimensional array and can 
be used directly in the notebook. With this information it is possible to investigate the data (Figure 13) and to see 
the variables (measurement bands) and dimensions that were returned using the data_vars dictionary. 
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Figure 13 - Retrieving array data from the Data Cube  

 

NumPy is an extension to the Python programming language that adds support for large, multidimensional arrays 
and matrices that are ideal to operate in Data Cubes. It already contains a large library of high-level mathematical 
functions to operate on these arrays. This extension tries to overcome Python slower code execution by directly 
providing multidimensional arrays and functions and operators that operate efficiently on arrays. Used together 
with a plot Python library like matplotlib it is also possible to create graphic representations of the data in the 
notebook. This library is a Python 2D plotting library which produces figures that can be used in Python scripts. It 
simplifies the generation of plots and histograms with just a few lines of code and giving the full control of line 
styles, font properties, axes properties, etc., via an object oriented interface. Figure 14 shows how to display 
composite images directly in the notebook by loading the data from the Data Cube. The procedural interface is 
designed to closely resemble that of MATLAB, making matplotlib easy to learn for experienced MATLAB users and 
a viable alternative e-Learning developing tool for EO data processing in EVER-EST. The combined use of Python, 
NumPy, and matplotlib over MATLAB includes: 

 
● Python-based, a full-featured modern object-oriented programming language suitable for large-scale 

software development; 
● Free, open source, no license servers; 
● Native SVG support. 
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Figure 14 - Plotting a multi-band image from a Data Cube in Jupyter 

 

Nevertheless, in its current implementation (version 2), the AGDC software is still only intended as a working 
prototype and not intended for operational use.  
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4 Deployment  
The Jupyter notebook web applications are provisioned in a multi-tenant environment and self-contained in 
Docker containers. This capacity is made of two components: the JupyterHub, a server that gives multiple users 
access to Jupyter notebooks, running an independent Jupyter notebook server for each user and the spawners 
that control how JupyterHub starts the individual notebook server for each user.  

 

4.1 Data access 

The Jupyter notebook servers and data cubes are deployed in Docker containers with the data access happening 
within the container itself. In order to be able to save data and share data between Docker containers, Docker 
came up with the concept of Docker volumes. These volumes are directories (or files) that are outside of the 
default Union File System and exist as normal directories and files on the host file system (the Union File System is 
a combination of read-only layers with a read-write layer on top that is lost when the containers are dismissed).  

The Jupyter notebook servers and data cubes are spawned in a Docker container that will access data by mounting 
a Docker volume. The data available in the Docker volume is dictated by the original data package. The definition 
of a data package relies on the data discovery mechanism offered by the Data Agency. By accessing OpenSearch 
catalogues featuring tens of data collections and providing advanced query mechanisms driven by the thematic 
facets of the data (e.g. interferometric search for SAR data or cloud coverage for optical data) the Data Agency 
builds data packages containing references to one or more catalogue element entries. Once stored, the elements 
referenced within a given data package are fetched from the archives (local or remote) and all together create a 
Docker volume that is mounted on the Docker container hosting the user notebook server. From the notebook - 
and user - perspective, accessing the data contained in the Docker volume is done with a typical POSIX file system, 
thus providing high throughput. 

 

4.2 Provisioning  

Users access JupyterHub via the web browser as they would do with the Jupyter web application by going to the 
address of the JupyterHub server. Users authenticate using the defined authenticator (in our case a Single Sign-
On) and trigger a new instance of a Jupyter server using the spawner. The approach followed uses the 
DockerSpawner to deploy Docker containers to provide resources to the Jupyter server. The DockerSpawner can 
provide two types of spawners: dockerspawner.DockerSpawner, for spawning identical Docker containers for each 
user and dockerspawner.SystemUserSpawner, for spawning Docker containers with an environment and home 
directory for each user. 

 

4.3 Persistent storage  

The Jupyter notebooks contain live code that can be run repeatedly and the outcome of these executions can 
either be inline results (and thus contained in the notebook) or physical results that are written on the local file 
system. In the first case - the inline results - the persistence is guaranteed by Jupyter when the notebook is saved, 
in the second case, the persistence of the physical results produced must be addressed by other means. In a 
similar approach as for the data packages, the persistence of the physical results is achieved by creating another 
Docker volume that is associated with the notebook. This solution also provides the possibility to share the Docker 
volume as an input data package to another notebook that can be owned by another user within the platform.  

 



 
  

 

H2020 – EINFRA – 2015 – 1 Page 24 of 60 
 

4.4 Scalability  

Jupyter notebooks offer interactive processing of data via a Jupyter Web Application. While the vertical scaling, 
which is by nature limited by host capacity, allows extension of the processing capacity of the resources made 
available to a user, the horizontal scaling offers support of the execution of the code in Jupyter notebook 
documents against large archives of Earth Science data. 

This horizontal scaling of a Jupyter notebook is the process of translating the Jupyter notebook into an operational 
tool for large-scale and cost effective processing against large sets of data. It is done by exploiting the Cloud 
framework services offered by the platform with YARN playing a central role. As explained in section 6.4 of 
deliverable D5.1, YARN provides the Cloud Production Center with a resource-management platform responsible 
for managing computing resources in clusters and using them for scheduling of users' applications. In particular, 
the capacity of YARN to deploy Docker containers and its’ capacity for supporting several computational models 
were explained in detail in deliverable D5.1. A new and dedicated computational model will be adopted in YARN 
to offer the horizontal scaling and thus support the replication of the single Jupyter notebook processing a batch 
of input data in several tens, hundreds or even thousands of Docker containers each processing a subset of the 
input data. 

 

4.5 Authentication 

The e-Learning services may require user authentication at the Jupyter notebook servers and Data Cubes level. 
The JupyterHub already provides several ways for users to authenticate via the authenticators layer. This layer is a 
flexible environment that supports several implementations of the component delivering the mechanism for 
authorizing users from the EVER-EST identify provider. JupyterHub uses a pluggable authentication module (PAM) 
as a mechanism to integrate multiple low-level authentication schemes into a high-level API. It allows the 
development of authentication mechanisms to be written independently of the underlying authentication 
scheme. The custom Authenticator subclasses were adapted to enable the EVER-EST OpenID Connect 
authentication schema. 
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5 e-Learning Catalogue and Portfolio 
The following section provides a snapshot of the existing e-Learning material. The updated and full list of the 
modules is available on GitHub EVER-EST15.  

 

5.1 Sentinel-1 product information and metadata 

This e-learning module targets a simple hands-on lesson on Sentinel-1 data and the Sentinel-1 Toolbox (S1TBX) 
that is part of the Sentinel Application Platform (SNAP). The S1TBX consists of a collection of processing tools, data 
product readers and writers and a display and analysis application to support the large archive of data from ESA 
SAR missions including SENTINEL-1, ERS-1 & 2 and ENVISAT, as well as third party SAR data from ALOS PALSAR, 
TerraSAR-X, COSMO-SkyMed and RADARSAT-2. This module uses the snappy toolbox that provides the access to 
the SNAP Java API from Python. This module opens a Sentinel-1 GRD product and extracts a few metadata fields 
and product information. 

 

Module level: beginner  

 
 

5.2 Sentinel-1 product subset 

This e-learning module also focuses on a simple hands-on lesson on Sentinel-1 data and the Sentinel-1 Toolbox. 

This module also uses snappy to process the Sentinel-1 GRD product. 

This module opens a Sentinel-1 GRD product and extracts a subset product defined with a radar coordinate and 
extent. This eases any subsequent processing tasks (e.g. change detection for the identification of a flood extent).  
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Module level: beginner  
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5.3 Sentinel-1 change detection for flood extent  

This e-learning module implements a complex workflow to identify the flood extent using Sentinel-1 data. This 
module also uses snappy to process the Sentinel-1 GRD product. 

The use of SAR satellite imagery for change detection dedicated to flood extent mapping constitutes a viable 
solution to process images quickly, providing near real-time flooding information to relief agencies. Moreover, 
flood extent information can be used for damage assessment and risk management creating scenarios showing 
potential population, economic activities and the environment at potential risk from flooding. 

The workflow contains several steps: 
● Step 0: Data preparation - Subset  
● Step 1: Pre-processing - Calibration 
● Step 2: Pre-processing - Speckle filtering 
● Step 3: Binarization 
● Step 4: Post-processing - Geometric correction 

Module level: advanced 
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5.4 Sentinel-2 vegetation indices 

This e-learning module implements a workflow to process a number of vegetation indices from Sentinel-2 data. 
This module also uses snappy and the S2TBX. 

Vegetation indices are a spectral transformation of two or more bands designed to enhance the contribution of 
vegetation properties and allow reliable spatial and temporal inter-comparisons of terrestrial photosynthetic 
activity and canopy structural variations. 

Module level: intermediate 
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5.5 Flood mapping with Sentinel-1  

This e-learning module implements a workflow to determine the extent of flooded areas. The use of SAR satellite 
imagery for flood extent mapping constitutes a viable solution to process images quickly, providing near real-time 
flooding information to relief agencies. Moreover, flood extent information can be used for damage assessment 
and risk management creating scenarios showing potential population, economic activities and the environment 
at potential risk from flooding, 

This practice can be applied globally. It has been applied successfully for floods in Australia, Africa and Asia. 
Precondition for SAR water detection is a smooth water surface. False alarm can occur in areas of radar shadow 
due to variable terrain. False alarm can also occur with smooth objects like roads and sand. Flood detection in 
urban areas remains difficult. The detection of flooded vegetation from SAR imagery requires a different approach 
using two multi-temporal images. In this section the module is applied to the flood event in Malawi in January 
2015, where since December 2014, heavy rains affected Malawi causing rivers to overflow. The module steps were 
applied to an affected area in the Nsanje district around Chiromo. 

 

Module level: intermediate 
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5.6 Preprocessing of Sentinel-1 SAR data  

This e-learning module implements a workflow to pre-process a Sentinel-1 over the Etna using SNAP. 

 

Module level: intermediate  
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5.7 Algal bloom detection in MERIS FRS products with SNAP  

This e-learning module implements a workflow to detect algal blooms using Envisat MERIS FRS data and the SNAP 
toolbox. 

Module level: intermediate  
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5.8 Sentinel-3 Algal bloom detection  

This e-learning module implements a workflow applying the methodology of the previous module to detect Algal 
bloom detection using Sentinel-3 data. 

Module level: intermediate  
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5.9 Sentinel-1 backscatter profile for reference image used in flood analysis  

This e-learning module implements a workflow to determine the backscatter profiles of a stack of Sentinel-1 GRD 
datasets and rapidly and reliably extract the most adequate reference image from it. The algorithm applied come 
directly from a scientific paper by Hostache et al., 201216 that describes a method for change detection 
approaches for flood extent mapping.  

In this section the workflow is applied to the flood event in Mopti (Mali) in July 2016 and can be extended globally. 
The resulting image will be applied as input for a correlated search in the catalog allowing the rapid identification 
of a reference image for a flooding image. 

Module level: complex  
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 https://www.researchgate.net/publication/230627460_Change_detection_approaches_for_flood_extent_mapping_ 
How_to_select_the_most_adequate_reference_image_from_online_archives 
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